GTC EUROPE 2018
WRAP-UP
FOREWORD
Held for the second consecutive
year at the München (Munich,
Germany) Messe, GTC (GPU
Technology Conference) Europe
took place between the 9-11
October 2018. The conference is
still relatively new in Europe, only
in its 3rd year, but it has swiftly
risen to be the premier European
event for AI attracting almost
4,000 attendees.

GTC Europe is part of a global
series of events, hosted by NVIDIA
that is focused on artiﬁcial
intelligence, and its applications,
across many important ﬁelds.

In this newsletter we explore
some of the key technologies that
caused a stir, including: the
announcement of NVIDIA RAPIDS;
an Open Source GPU acceleration
platform that gives companies in
every industry looking to harness
big data a huge competitive
advantage; the Boston Roamer
MU-VR powering NVIDIA
Holodeck in the largest VR
experience of the show; a
close-up view of the much
awaited Supermicro®
SuperServer featuring 16x
NVIDIA® V100 GPUs on the new
NVIDIA HGX-2 platform, and much
more .

Watch the NVIDIA GTC Round-Up

SUPERMICRO
RELEASE MORE
ON THEIR HGX-2
SUPERSERVER
Supermicro announced earlier this
year during Computex in Taipai, that
they were launching an NVIDIA
HGX-2 based SuperServer, but it
was at GTC that it really got the
attention it deserved, as NVIDIA
Founder & CEO Jensen Huang
brought it on stage during his
keynote, and later attendees got to
see it much closer up as it was
displayed on the Supermicro stand
on the expo ﬂoor.

What we know about the platform is
that SYS-9029GP-TNVRT, has a 9U
form factor, operates using the
latest GPU technologies including
16x Tesla V100 32GB SXM3 GPUs
connected via NVLink and NVSwitch
to work as a uniﬁed 2 PetaFlop
accelerator, and utilises latest
generation Intel Xeon Scalable
Family CPUs.
Charles Liang, president and CEO of
Supermicro adds; “Supermicro’s
new SuperServer based on the
HGX-2 platform will deliver more
than double the performance of
current systems, which will help
enterprises address the rapidly
expanding size of AI models that
sometimes require weeks to train.”

KEYNOTE
HIGHLIGHTS
The keynote began with the
theme from the ﬁlm “The Greatest
Showman” which proved to be a
sign of things to come with a
series of product
announcements, case studies and
live demonstrations that caused
ripples of excitement through the
3,000+ audience, below are the
highlights.
"It's the end of Moore’s Law, but
it's not the end of computing"
declared Huang before unveiling
RAPIDS; GPU-accelerated
innovation; “Big data is bigger
than ever. Now, thanks to GPUs, it
will be faster than ever, too.”
RAPIDS is an open-source GPU
acceleration platform that gives
companies in every industry
looking to harness big data a
huge competitive advantage.
The open-source
GPU-acceleration platform
promises 50x speedups on the
NVIDIA DGX-2 AI supercomputer
compared with CPU-only systems
“The result is an invaluable tool as
companies in every industry look
to harness big data for a
competitive edge”, Huang
explained as he detailed how
RAPIDS will turbo-charge the work
of the world’s data scientists.

“We’re accelerating things by
1000x in the domains we focus
on,” Huang said. “When we
accelerate something 1000x in
ten years, if your demand goes up
100 times your cost goes down by
10 times.”

The theme of raytracing was once
again visited at the end of the
keynote when Huang appeared
back on stage.

Watch Raytracing Video

Watch the RAPIDS announcement

As the keynote continued the
audience witnessed a spectacular
demo that debunked conspiracy
theories around the moon
landing utilising newly launched
NVIDIA RTX GPUs which, for the
ﬁrst time, enable real-time
ray-tracing, allowing NVIDIA to
digitally rebuild the scene around
the lunar landing’s most iconic
photograph; that of astronaut
Buzz Aldrin descending the lunar
module’s lander.
The demonstration puts to rest
the assertion that the photo can’t
be real because Buzz Aldrin is lit
too well as he climbs down to the
surface of the moon while in the
shadow of the lunar lander.
Instead the simulation shows how
the reﬂectivity of the surface of
the moon accounts for exactly
what’s seen in the controversial
photo.
“This is the beneﬁt of NVIDIA RTX,
using this type of rendering
technology we can simulate light
physics and things are going to
look the way things should look.”
Huang said.

Watch the Demo

And ﬁnally, it wouldn’t be an AI
event in Germany without
acknowledging the progress in
autonomous vehicle technology.
Huang announced NVIDIA DRIVE
AGX Xavier SoC; the world’s most
advanced highly integrated AI car
computer that enables
automakers to streamline
development of self-driving
capabilities while reducing total
cost of development and support;
this launch came simultaneously
with a declaration from Henrik
Green, Head of R&D at Volvo that
NVIDA Drive was being adopted
by Volvo to deliver Level 2+
automated driving features, going
beyond traditional advanced
driver assistance systems .

WOMEN AT
GTC
Boston Head of Marketing, Maz
Lopez attended the Women at
GTC lunch and reported back on
the topics covered.
“With so many streams, training
sessions and speaking slots to
choose from during GTC, you’re
always spoiled for choice, but this
year one session really stood out
to me; ‘Women at GTC’.
“One of the things I enjoy about
GTC is the broad diversity of the
attendees compared to other
industry events; and whilst strides

are being made in the industry to
be more inclusive, there is still
some way to go.
“The ﬁrst thing that struck me
about the Women at GTC Lunch,
which took place immediately
after the Keynote, was that this
wasn’t just an event for women, it
was an event for diversity. To my
delight there were several men in
the room – this was for me the
most powerful show of support;
as it is as important for our
industry that our male colleagues
support and celebrate women
who are doing important work in
the ﬁeld of GPU computing.
“The panellists included; Polina
Mamoshina; a senior research
scientist at Insilico Medicine, Inc, a
Baltimore-based bioinformatics
and deep learning company
focused on reinventing drug
discovery and biomarker
development. Vidya
Munde-Muller; an AI-Ambassador
and Social Tech Entrepreneur
with an MBA and Master's
degrees in Telecommunications
along with an Innovation and
Entrepreneurship certiﬁcate from
Stanford Graduate School of
Business. Silja Pieh; CFO and
Head of Product Management for
AID-Autonomous Intelligent
Driving GMBH, a 100% subsidiary
of AUDI AG and supplies the VW
Group with this important future
technology.

“A lot of topics were covered,
during the two-hour session,
ranging from how we attract and
support women in our industry in
a variety of roles, a debate around
hiring policies, whether Alexa, Siri
and Cortana help or hinder

gender stereotypes and personal
stories of success from the
panellists. At the end of the
debate there was a period of
networking where we were
encouraged to connect with other
women in the industry.
“It was an empowering and
interesting session for all involved
no matter where you are in the
industry; from Data Scientist,
Engineer and CTO to Marketing,
Sales and Support roles –
highlighting it doesn’t matter what
role you play professionally, it is
up to all of us to support each
other as Women in AI”

HOLODECK
DOMINATES
THE VR
VILLAGE
Boston were pleased to lend its
support to NVIDIA in the GTC VR
Village by providing the Roamer
MU-VR to run the latest version of
NVIDIA Holodeck in the largest VR
Experience at the show.
Returning to GTC Europe a year
after its launch, the evolved
solution allowed for three users
to collaborate in the same virtual
environment wirelessly thanks to
new hardware releases.

The experience invited users to
explore an Audi R8 in a highly
realistic, collaborative, and
physically simulated VR
environment; the demonstration
was booked out solidly in a matter
of hours for the duration of GTC
and brought interest from
decision makers in a variety of
industries from automotive to
medical and education .

TESLA PARTNER
OF THE YEAR

GTC kicked oﬀ two days early for
Boston at the NPN Partner
Summit, also held in Munich,
where Managing Director Manoj
Nayee was presented with
NVIDIA Tesla Partner of the Year.
This award recognises the
commitment of the company
towards sales of NVIDIA Tesla
Products.
Manoj Nayee says; “Boston are
committed to the development
and sale of leading-edge
technology, and its through
partners like NVIDIA that we are
equipped to make this
commitment a reality. We have
achieved a record-breaking
year-to-date so I am pleased that
NVIDIA have also beneﬁtted from
this as well. I am also pleased to
announce that Boston will be
receiving the ﬁrst DGX-2 in the
UK and that it will be available for
testing via our Boston Labs.”
The award was later presented,
to Boston again, by Jensen
Huang during his walk of the
expo ﬂoor, it was here that Head
of Marketing Maz Lopez spoke to
him about the award and what it
means to Boston, who are also
the most accredited NVIDIA Elite
Partner.

VGPU

Boston welcomed vScaler, an
optimised cloud platform built
with HPC workloads in mind, to its
stand at GTC. The solution
enables anyone to quickly deploy
scalable, production-ready Deep
Learning environments via an
optimised private cloud appliance.
With its HPC-on-Demand oﬀering,
vScaler can support Deep
Learning and Machine Learning
workloads - enabling users to spin
up clusters with the appropriate
frameworks (eg. TensorFlow,
Caﬀe, Theano) installed and
accelerated using the world’s
fastest NVIDIA GPUs, that are
purpose-built to dramatically
reduce training time for Deep
learning and Machine Learning
algorithms and AI simulations.
Utilising the latest generation
NVIDIA Tesla GPUs and now with
native vGPU out-of-the-box,
vScaler provides the performance
and ﬂexibility for the most
complex AI and deep learning
tasks, including but not limited to
Medical Imaging, Genomics,
Bioinformatics, Autonomous
Driving and many more, paving
the way as the platform of choice
for ‘Automated Everything’.

The vScaler cloud appliance, can
be hosted on premise or in one of
their Tier 3 Data Centre facilities
with the option of managed
services. For a limited time, we
are inviting customers to register
for a free trial of its GPU in the
cloud oﬀering – SIGN UP HERE
Glenn Rosenberg; Director of
Cloud and Managed Services for
vScaler said of the event; “AI is
revolutionising industry, from the
reduction in production waste,
through to ground breaking
scientiﬁc and medical
advancements.

The Flash-IO Talyn was
demonstrated at GTC on the
Boston stand by Boston Labs and
Excelero. Patrick O’Neill, HPC
Systems Engineer, Boston Labs
says “Using an NVIDIA® DGX-1™
as a client during testing we were
able to achieve a throughput of
44GB/s for sequential reads and
840k IOPs for random reads. Both
ﬁgures demonstrate the
impressive performance that can
be realised when using Flash-IO
Talyn under varying workloads,
even when only using a single
client setup.

With vScaler oﬀering vGPU and
optimised frameworks for AI as
standard, we are able to
maximise the performance and
utilisation of NVIDIA’s technology
in a cloud environment”

“There are two next stages for us;
to perform a RESNET benchmark
and to partner the Talyn with
DGX-2 when it becomes available;
I look forward to demonstrating
the solution to customers soon.”
INTERESTED IN TESTING THE
SOLUTION?

NVME OVER
FABRICS
AND DEEP
LEARNING

BOSTON ON
SOCIAL

Boston Labs recently announced
the latest impressive benchmarks
on the Boston Flash-IO Talyn
solution, powered by Excelero
NVMesh. The solution delivered
sequential read of 44GB/s using
4MB blocks and random read of
840k IOPS using 4k blocks. This
still places the solution in pole
position despite other product
launches at GTC.
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